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CPU %1 GPU 3tk

CPU = Central Processing Unit:

o HIRKIZIT:
o JEE KHY cache;
o EZMIZHNZE
e B AR ALU;
° "ML

i

CPU

3R 5 @

GPU = Graphic Processing Unit:

o maEE MLt
o /\iY cache;

o ERMIZFIZE;
° SREXIHY ALU;
o XEMLE.
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M 2005 EEAHEE: GPGPU (General Purpose &% &5 @

Stream-based programming model

Express algorithms in terms of graphics operations
—use GPU pixel shaders as general-purpose SP floating point units

Directly exploit
il shader =S
—vertex shaders

—video memory ° o
Triangles o » » »
o 11
Vertices Primitives Fragments Pixels
—_-_— threads interact through

Display off-chip video memory
Example: GPUSort (Govindaraju, Manocha; 2005)
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GPU jZ&itEge kL 88 i

Theoretical GFLOP/s at base clock
11000
10500 ——NVIDIA GPU Single Precision
10000 —+—NVIDIA GPU Double Precision
200 ——intel CPU Single Precision
9000

+~Intel CPU Double Precision

2005 2007 2009 2011
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Theoretical Peak GB/s
800

~+—GeForce GPU
700

—+—Tesla GPU

—+—Intel CPU

2003 2005 2007 2009 2011 2013 2015
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NVIDIA B9 GPU izt

Enrico Fermi
(1901-1954)
BAFMEER

2
Fermi&%)

Geforce &3 2006

1999 2010

TeslaR %l

b
L

Kepler&3l

James Clerk Maxwell
(1831-1879)
HIRZRFMEER

2012 Maxwell 31

2014

2016

Pascal &%l

Alessandro Volta
(1745-1827)
BAFMEFACFER

Volta® 3l

2017

Turing &3l

ApEe
KILRIF

I8 e @)

André-Marie Ampeére
(1775-1836)
EEMEFHRFER

2018 Ampere&3%]

2020

Nikola Tesla Johannes Kepler Blaise Pascal Alan Turing
(1896-1943) (1571-1630) (1623-1662) (1912-1954)
EREWBNFER REMFMRIFER EEBFENERR REHRPMTENBZR
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NVIDIA #§ GPU F=gh4rk 38 i @

S 7H (desktop) #%5h (mobile) T {5 (workstation) BEEITE (HPC)
GeForce &%l GeForce M&7! QuadroZ7ll TeslaZ %l

5

f5]: GeForce GTX 780 fil: GeForce GTX 970M  f§|: Quadro FX 5800
& 2012.03 &K 2014.10

2844 Kepler GK110 Z8Ky: Maxwell GM204

f5): Tesla V100
K¥a: 2008.11 K¥m: 2017.06

Z8#J: Tesla GT200GL  Z&#4: Volta GV100
NvidiaBHiF=@: Riva, Vanta, TNT, Tegra, ...
Lo, BETitanERME T AESENATI R

EZ{ER | https://en.wikipedia.org/wiki/List_of_Nvidia_graphics_processing_units
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NVIDIA fj 2016-2020 B4 (IH) I s

e GA100 — |
ey ~550mm? ‘
HPC 1]
=,
1]
a5
==
Enthusiast =
29
=
HighEnd E
=
C N
Midrange =
b
1
Mainsiream
9
Lowd N
o5t 1
=
Pascal (16nm) VolnTuring (12nm) ‘Ampara (nm)
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né-ﬂﬂﬂm GPU E?ﬂi‘l‘ﬁ*ﬂ M:UE%EI{#

o HEXIT 1 S A (2010): 7,168 Tesla M2050 GPUs (Z2#4: GF100):
o X[ Titan (2012): 18,688 Tesla K20x GPUs (Z2#5: GK110);

e Bz TSUBAME 3.0 (2017): 2,160 Tesla P100 GPUs (Z2#5: GP100);
o Bt Piz Daint (2017): 5,704 Tesla P100 GPUs (Z2#4: GP100):

o Z[E Summit (2018): 27,648 Tesla V100 GPUs (Z2#5: GV100):

L]

o HPrEHlzg (2018): 40 Titan Xp (GeForce) GPUs (#2#4: GP102).
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Tesla P100 B9+ E R

o WiEEIE{E (FP64) 5.3 TFLOPS
o HFERIE(E (FP32) 10.6 TFLOPS
o H¥EmIE{E (FP16) 21.2 TFLOPS

IR G @

o #A¥4F CPU, Xt DNN KYARRE R Askii, HniE 10 £ 20 {5

Teraflops (FP32/FP16)

P100 (FP16)

P100 (FP32)

— 3X Compute

Bl P100 FIE TR GPU By EHERERT L
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Tesla P100 By B HiE & Gxe @)

o NVLINK gEfiBZE GPU-to-GPU [a]$21# 160 Gigabytes/second HJ¥[g]
e, tEXTF PCle Gen 3 x16 3Ei%, #IEEHEENEFA 5 &

—E B — BB
Switch Switch Switch Switch
P100 | P100 J P100 | P100 |
— | P100 | P100 | «— — | P100 | [Pmol<—

NVLink
<> PCle
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Tesla P100 BYi5TE T 55 s )

KSR

o 7 P100 #, HXFHT High Bandwidth Memory 2 (HBM2) &
ANEME HIAAXTF Maxwell GM200 GPU 12# T 3 {&.

’ “

Bandwidth
N
x

K40 M40

3X GPU Mem BW

HITE55HAITEEM IV: CUDA
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Titan Xp (GP102) vs Tesla

P100 (GP100)

NVIDIA NVIDIA Boost Clock 1480MHz 1582MHz
Model
Tesia P100 Titan Xp FP16 TFLOPS 21TFLOPS 24TFLOPS
o e Sl Sl FP32 TFLOPS 10.6TFLOPS 12.1TFLOPS
Transisitor Count 15.38 128 e o OPS
Die Size 610mm? 471mpn?
Tensor TFLOPS N/A NIA
Manufacturing Process | TSMC 16nm FF+ TSMC 16nm FF+
L2 Cache 4096KB 4096KB
Stream Processors 3584 3840
Memory Size 16GB 12GB
SM or Cus 56 SM 60 SM
Memory Clock 1.44Gbps 11.4Gbps
FP32 Cores 3584 3840
e 1792 (1: 2) : 32) Memory Interface 4096bit HBM2 384bit GDDR5X
Tensor Cores NIA NIA Memory Bandwidth 720GBIs 547.7GBIs
TATF 224 240 PCI-E/NVLink NVLink/PCI-E PCI-E
ROP/RBE ? 96 TDP 300W 250W
2023 Fk 16 / 147




Tesla V100 BT 148E IR S @

o WH5EIE{E (FP64) 7.8 TFLOPS (P100: 5.3 TFLOPS)

o HyEmFIE{E (FP32) 15.7 TFLOPS (P100: 10.6 TFLOPS)

o F¥5mEFIE(E (FP16*) 125 TFLOPS (P100: 21.2 TFLOPS)
*. BF Tensor Core KB EHZLHIBESHEESIN

125 Tensor TFLOPS of Mixed Precision

N
o

TFLOPS

o
=]

2014 2015 2016 2017

E: V100 Fid £ =4 GPU Ryt EMREXIEL

HIT50HATERAM IV: CUDA



Tesla V100 By Tensor Core 3R e @)

A

FP16 or FP32 FP16 FP16 FP16 or FP32
Pascal Volta Tensor Core
Tensor Core GEMM
g222 :
] * A, B, C, D are 4x4 matrices
o + Aand B are FP16

. * Cand D are FP16 or FP32

* Products are FP64
* Additions are FP32

Note: GEMM=General Matrix Multiplication
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CUDA #1THIZTFA %50 @

CUDA (Compute Unified Device Architecture): B NVIDIA 4y5)F 2006
FEH S EH#HITRA GPU HEMNHTIHHEF & FTHRIEREO.

- \
Programming
ApproaCheS “Drop-in” Easily Accelerate Maxi Flexibilit
\_ Acceleration Apps el J
( Nsight IDE CUDA-GDB |
Development Linux, Mac and Windows debugger
Environment GPU Debugging and NVIDIA Visual
Profiling Profiler y
I )
Open Compiler Enables compiling new languages to CUDA
P p @"QLMYM platform, and CUDA languages to other
Tool Chain e architectures )
( Smais HyperQ GPUDirect
arallelism
Hardware P -
Capabilities ShkkR
, ooe =
\_ A

H1T50 /T EREA IV: CUDA 2023 F 20/ 147



izt —

FEEER

£/ CUDA itHEEE

IR i @)

> REE, BERRFETH GPU FITHIEAIR;
» EEAREHRBERE, MgEZETLALRAR.

|
|

NVIDIA cuBLAS

GPU VSIPL

Vector Signal

NVIDIA cuRAND

LA|tools

GPU Accelerated

NVIDIA cuSPARSE

NVIDIA NPP

Matrix Algebra
on GPU and “

Image Processing ) Linear Algebra ) “Multicore
F moEy o omom
L] R = | L}
E EE & oW
i_oEE _nN

ROGUE WavE

SOFTWARE
IMSL Library

ArrayFire Matrix
Computations

Sparse Linear
Algebra

HT59HNITEEM IV: CUDA

C++ STL
Features for
CUDA

nnnnnnnnnn
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IR G @

CUDA-X: GPU-accelerated libraries for Al and HPC.

Linear Algebra Parallel Algorithms Signal Processing

CUDA-X HPC

GPU-Accelerated Cloud

Desktop Development Data Center Solutions Supercomputers
gg e
= = @)
[1 — 0

[&: CUDA-X HPC.

HITSHHATEERM V. CUDA




CUDA-X: GPU-accelerated libraries for Al and HPC.

FRAMEWORKS CLOUD ML SERVICES DEPLOYMENT

&S

> . i
Chainer @xnet 44 PaddiePaddle accenture 95 O & - A

B8 Microsoft
ring

O PyTorch .@ T TensorFlow et

#databricks A TensorFlow Serving

GRAPH ML DL TRAIN DL INFERENCE
CUDA-X Al

Al
cisco  DEALEM

E: CUDA-X Al.

Hir5satitEEa Iv: CuDA i




AR

: {#E A OpenACC IgiF

B

A

v

TEVT

> BREE, INZE S SIE MRESSH B BT

> BRIE,

REMBIRIELILE GPU F0 CPU _EFHITHUT.

Matrix-vector multiplication

#pragma acc data copyin(v[@:n]) \
copyout(x[@:n])
{

matvecmul( x, a, v, m, n );

4

#pragma acc data copyin(a[@:n*m]) ;'

void matvecmul( float* x, float* a,
float* v, int m, int n ){
#pragma acc parallel loop gang \
pcopyin(a[@:n*m],v[@:n]) pcopyout(x[@:m])
for( int i = @; i < m; ++i ){
float xx = 0.0;

#pragma acc loop worker reduction(+:xx)
for( int j =0; j < n; ++j )
xx += a[i*n+j]1*v[j];
RIS = s

b

b

4

HIT55 /T R IV: CUDA

R G @
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HFRZ #E CUDA HiBES M55 E

o FE: A
r e, EERNTH GPU HMTHEIEMI
» REIR R AWM R A EFEREER.

void saxpy_serial (int n, [ woid saxpy_parallel(int n,
Float a,
Float *x,
Float *y)

i

For (int 1 =0; 1 < n; +i)
y[il = a*x[i] + yIil;

¥

J/ rPerform SAXPY on 1M €lements S/ Perform SAXPY on 1M elements
saxpy_serial(4096*2%6, 2.0, X, ¥); __saxw_para'ﬂe'l. <4096, 256>>>(N, 2.0, X, ¥) ;

c CUDA

2023 25 /147
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CUDA HiZiE S EC ARIBIES M L MASEHITREY K.
Numerical analytics > | MATLAB, Mathematica, LabVIEW
Fortran >  OpenACC, CUDA Fortran
(o l> OpenACC, CUDA C

Ces - Thrust, CUDA C++

Python > PyCUDA, Copperhead

F# D> Alea.cuBase

FITE5 AN ITERAM IV: CUDA 2023 X
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CUDA Sasie =t 20 @

=N

1 Symchvonize ensure al e data s avatabie)
veads();

parallel function /

— / (L«
o /L MMM

150y the senci
Intesut =0

o i ofiset =-RADIUS ; ffset <= RADIUS ;ofset<+)
= tempinder - o

Vo s, nt ) ¢
Waxn,

>,
-
—
e >
ST iy,
v
Gt e i
o, parallel code =
u':u;";%auu cudaFree(d out); S —

} serial code —
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CUDA RAGHATItHTEE e

CPU Memory

l/

1. B A\EHE WCPU R 174 UL 3
GPUWN 1

DRAM
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CUDA S3H{Titsiie e

CPU Memory

1. K NEUIE W CPU N 17 #% D1 3|
GPUNTF

2. MEGPURFHHUT, KR
AR EoRIEm A

#1755 EEA IV: CUDA 2023 % 29 / 147



CUDA 3T it EifAE Lol

1. K NEHE W CPU R 175 D1 31
GPUN 1%

2. IEGPURRFEIHIAT, HEUE =
213 bR E TR

3. W45 RBIE MNGPUN £H N1 -
CPUKN £
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F—™ CUDA 32F: hello world! IR e

cuda_hello.cu

1| __global_ _ void mykernel{void) {
2 printf ("Hello World from GPU by thread %d!\n", threadIdxz.x);
3}

4 | int main(void) {

5 /7 Use 1 thread

6 mykernel<<<l, 1>>>();

7 /7 Flush the output

8 cudaDeviceSynchronize () ;

9 // Use 4 threads

10 mykernel<<<l, 4>>>();

11 /7 Flush the output

12 cudaDeviceSynchronize();

13 return 0;

14 |}

2023 #3517 147



o I HmiFas

& dinne @)

$ module load cuda

o HiF:

$ nvcce -o hello cuda_hello.cu

°
(el

1T (B 1E#R{E F sbatch Z{F& salloc):
$

./hello

2023 F
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Hello
Hello
Hello
Hello
Hello

World
World
World
World
World

from
from
from
from
from

GPU by
GPU by
GPU by
GPU by
GPU by

thread
thread
thread
thread
thread

0!
0!
1!
2
3!
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EHRASmIEZNA M50 @

RIENA 4 (host) 1% % (device)
GDDR5
DDR4 or HBM
PCI Express TN
£
1]
|
[
®HAE  motherboard graphics card

HFITE5HHAITEEM IV: CUDA 20238 35 /147



Nvidia GPU f@ {4 S K22 #a1E1 Swas: &)

o NVIDIA §) GPU £EHE ™~ Streaming Multiprocessor (SM) 2R R
SM Z Bl#= L2 &7

o /™ SM M%&) Streaming Processor (SP) R, SP Zig)&EZ=#El
BN L1 £

e SP i%@?ﬁi#ﬁ‘; (FP32) #ly. WKEE (FP64) &b, 455
iz (SFU) %

o TF{iE—f M Graphics Double Data Rate (GDDR), High Bandwidth
Memory 2 (HBM2) Z4H R

o 5 CPU & #iE—MER PCI-E (16-32 GB/s) HR:

o WEM GPU &) MIREMTEE NVLink (160-300 GB/s) 523
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apE

SIMT '—5%1"‘5% M KRR %

| SM 4% a2 SIMT (Single Instruction Multiple Threads):
o 17 32 A (BRtiF=ilm) &I2—4H, HM—T%EK (warp):
o [E—EIEHE PRI IZE R AT RIFFRIAEF
o BNEIENIBHBIEAR.
At ameEs?
o KEMZIEH, MMAIERA TEHMEE
o KT/ LTI (context switching): HMEIFRBEFMENLSR
e (FHEs)

o M NEBEMLIERIEERR (warp scheduler) BRIEAE L2, (RS
STERNLREFHEFEMHT EFEFEREEREAAZHEE
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P100 & SM 2244 1R 5 @

Instruction Buffer
Warp Scheduler

Dispatch Unit Dispatch Unit Dispatch Unit Dispatch Unit
* * s *

Register File (32,768 x 32-bit) Register File (32,768 x 32-bit)

Core  Core Core Core

Core  Core Core Core

Core  Core Core Core

Core  Core Core
Core  Core Core
Core  Core Core
Core  Core Core

Core  Core Core

Texture / L1 Cache

FP32 18 FP64 B8 FERA/N HEFEHAN KEHRFER
64 32 256 KB 64 KB 2

FITESHAITEEM | U 2023 38 / 147




P100 2 %2ty 1R 2 @

SM N8 2 FP32 %38 & FP64 %L L2 Cache T RTEXN
56 3584 1792 4096 KB 732 GB/s 16 GB HBM2

HITEHHRITEER IV: CUDA 2023 Fk 39/ 147
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Tesla V100 2 {AxZ244 &R e @)

SM AN B FP32 %% & FP64 %%l & Tensor #%# L2 Cache 5 BTEKR
80 5120 2560 640 6144 KB 900 GB/s 16 GB HBM2

HIT5 5 ITEEM IV: CUDA 2023 # 41 /147



JLE NVIDIA GPU @585 JLE X

Tesla Product Tesla K40 Tesla M40 Tesla P100 Tesla V100
GPU GK180 (Kepler) GM200 (Maxwell) | GP100 (Pascal) | GV100 (Volta)
SMs 15 24 56 80

TPCs 15 24 28 40

FP32 Cores / SM 192 128 64 64

FP32 Cores / GPU 2880 3072 3584 5120

FP64 Cores / SM 64 4 32 32

FP64 Cores / GPU 960 96 1792 2560
Tensor Cores / SM NA NA NA 8

Tensor Cores / GPU NA NA NA 640

GPU Boost Clock 810/875 MHz 1114 MHz 1480 MHz 1530 MHz
Peak FP32 TFLOPS® S 6.8 10.6 15.7

Peak FP64 TFLOPS* 1.7 21 53 7.8

Peak Tensor TFLOPS? NA NA NA 125

Texture Units 240 192 224 320

TS5 AT EEM V: CUDA



IR B @

Memory Interface 384-bit GDDRS 384-bit GDDR5 4096-bit HBM2 | 4096-bit HBM2
Memory Size Upto12 GB Up to 24 GB 16 GB 16 GB

L2 Cache Size 1536 KB 3072 KB 4096 KB 6144 KB
Shared Memory Size / | 16 KB/32 KB/48 | 96 KB 64 KB Configurable up
SM KB to 96 KB
Register File Size / SM | 256 KB 256 KB 256 KB 256KB

Register File Size / 3840 KB 6144 KB 14336 KB 20480 KB

GPU

TDP 235 Watts 250 Watts 300 Watts 300 Watts
Transistors 7.1 billion 8 billion 15.3 billion 21.1 billion
GPU Die Size 551 mm? 601 mm? 610 mm? 815 mm?
Manufacturing 28 nm 28 nm 16 nm FinFET+ 12 nm FFN
Process

FITE5SmATEEM Vi CUDA
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CUDA RHg3tfTitEiie—i MA@
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CUDA 12 F#ifTHER 255 @
HEAMEEL: host (BITEAE) + device (KEHIT).
CPU serial code

Device parallel kernel
KernelA<<< nBIK, nTid >>>(args);

CPU serial code

Device parallel kernel
KernelB<<< nBIK, nTid >>>(args);

2023 46 / 147



host fCASFN kernel {X AT prisgetAC)
— ey CUDA I ER AR
o host fLAL——CPU i@ #HLT:
» CPU &,
» GPU R&EHBLAE:
» CPU 8185 GPU RN &4, SRFESFEREE.
> WEEIRES . ITHE.
o kernel f£F3——GPU IH#L1T:
» fBE kernel ATAT LAEAZ MHATSEHI (execution instances):
» |BUTEGIE— SM BT, |1 SM AT 2 & 4356
> BTHATEGIT A HENMEEFEZMIT
» §MEERBRENEEES:
» E—HATEFIREIER TR HEFHIHITEE.

du.cn 2023 AT /147




CUDA 4385 kernel 12FRIXZ 28 @

— CUDA kernel 2 FF#—1"472 i
m*ﬁ (thread gﬂd) qﬂﬁggfﬁgﬁ*;ij& Block (0,0) | Block (1,0) || Block (2, 0)
(thread block) HIFFERIZHIT SR
o LZEMIEPLIZRINERE
T kernel Z2FHE D IHITE / N
B / / \ \
o BIRPLIRHMIRET S e
MUITEGIR S DA LEMIT
o BNMLRBITZEAMERSIK
i8] Fr R SR A HIAE FHLATIR

.

Block (0, 1y Block (1,1) N8lock (2, 1)

HT59 MmN ITERA V: CUDA 2023 fk 48/ 147



CUDA FHTRISHRER IR A

CUDA HTRIEMEHHEHITELR:
o F—F: & thread #RIB 1. 2 5 3 #ALEHK— block, E—
block M2 ABEHZANTE . EFIRE. MERL EHE.
» Block B xy,z i K/MBIEREREHHET & blockDim B xv.z B

REBRT:
» BNERIER xyz HARSRBE A BREHETE threadldx B xy.z
BRTEEL

o FE: &1 block 288 1. 2 g 3 #ARNEAM— grid, AE
block P £%FEHEXT4daT.
» Grid B9 xy,z HAK/NET AEREE AT & gridDim B xy.z KR
TERT:
» 4 block Y xy,z A FRBT A ERLE IR T & blockldx BY

xyz RRTEEN

2023 F 49 /147



KR Lo L

@ =[g Hello World
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sz
hello world! SR G

cuda_hello.cu

1| __global_ _ void mykernel{void) {
2 printf ("Hello World from GPU by thread %d!\n", threadIdxz.x);
3}

4 | int main(void) {

5 /7 Use 1 thread

6 mykernel<<<l, 1>>>();

7 /7 Flush the output

8 cudaDeviceSynchronize () ;

9 // Use 4 threads

10 mykernel<<<l, 4>>>();

11 /7 Flush the output

12 cudaDeviceSynchronize();

13 return 0;

14 |}

2023 $ 51/ 147



RAYSH B

1| __global__ void mykernel{void) {
2 printf ("Hello World from GPU by thread %d!\n", threadIdxz.x);
3

b

o CUDA C/CH+ KEF__global _FTITHAR:
> BRBFE host im# i F:

1—

» BB device BBIEFT.

@ threadldx x%&*%? §|
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& G @)

mykernel<<<l, 1>>>();

mykernel<<<l, 4>>>();

G = W N =

@ <<<. . . >>>FIRAE host B device {88, XFR kernel launch
» FANSERREENERN, ATARHE din3 280
» BTN HARRGERK DN, AR din3 28

2023 $ 53/ 147



Kernel Launch 3R S @

In its simplest form it looks like:

kernel_routine<<<gridDim, blockDim>>> (args);

#® gridbim is the number of instances of the kernel
(the “grid” size)
® blockDim is the number of threads within each

instance
(the “block” size)

# args is a limited number of arguments, usually mainly
pointers to arrays in graphics memory, and some
constants which get copied by value

The more general form allows gridbim and blockDim to
be 2D or 3D to simplify application programs

FITE55mTEERM IV: CUDA 2023 Bk 54 /147



N RS M 5@

At the lower level, when one instance of the kernel is started
on a SM it is executed by a number of threads,
each of which knows about:

# some variables passed as arguments

pointers to arrays in device memory (also arguments)
global constants in device memory

shared memory and private registers/local variables
some special variables:

s gridDim size (or dimensions) of grid of blocks
blockDim size (or dimensions) of each block
blockIdx index (or 2D/3D indices) of block
threadIdx index (or 2D/3D indices) of thread
warpSize always 32 so far, but could change

e o o b

e o o b©
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1D grid with 4 blocks, each with 64 threads:

® gridDim = 4

® blockDim = 64

#® DblockIdx ranges from 0 to 3

® threadIdx ranges from 0 to 63

lblockldx.le, threadIdx.x=44

FIT5LSHRITEEM IV: CUDA 20238 56/ 147
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$ module load cuda
$ nvcc -o hello cuda_hello.cu

@ nvcc -o hello hello_world.cu{f host *ﬂ device ﬁ%ﬁ}ﬂu%ﬁﬁ%i

» host 483 (130 main) 3 gcc & host im#mIFEERiE.
» device A5 (140 mykernel) # NVIDIA #RiFzedmi%.

o EITHR:

Hello
Hello
Hello
Hello
Hello

$ ./hello

World
World
World
World
World

from
from
from
from
from

GPU by
GPU by
GPU by
GPU by
GPU by

thread
thread
thread
thread
thread

0!
0!
1!
2!
3!
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CPU EHym@Ini% i@

1| // Compute wector sum h_C = h_ 4 + h_B

2 | void cpu_vec_add(float *h_A, float #*h_B, float #h _C, int n) {
3 for (dnt i = 0; i < n; i++)

4 h_C[i] = h_A[i] + h_B[i];

5}

6

7 | int main() {

8 | // Memory allocation for h_4, h_B, and h_C
9 -

10 cpu_vec_add(h_A, h B, h C, N);

11 |
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W~ U1 B~ WK =

[ N T
Ol W N = O W

#include <cuda.h>

void vec_add(float *h_A, float *h_B, float #h_C, int n) {
int size = n* sizeof (float);
float *d_A, *d_B, #d_C;

/7 1. Allocate device memory for 4, B, and C
/7 Transfer 4 and B to device memory

/S 2. Kernel launch code to have the device
/7 to perform the actual vector addition

/7 3. Transfer C from device to host
// Free device memory for 4, B, C

2023 F
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0~ GO BN

e e el el = ol e
O~ Ol B WK = O W

void vec_add(float* h_A, float* h_B, float* h_C, int n) {

/7 1. Allocate device memory for 4, B, and C
cudaMalloc({void #*) &kd_A, size);

cudaMalloc({void #*) &kd_B, size);

cudaMalloc({void #*) &d_C, size);

/7 Transfer 4 and B to device memory
cudaMemcpy(d_A, h_A, size, cudaMemcpyHostToDevice);
cudaMemcpy(d_B, h_B, size, cudaMemcpyHostToDevice);

/7 2. Kernel invocation code to be shoun later

/7 3. Transfer C from device to host
cudaMemcpy(h_C, d_C, size, cudaMemcpyDeviceToHost);
/7 Free device memory for 4, B, C

cudaFree(d_A); cudaFree(d_B); cudaFree(d_C);

2023 F
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® cudaError_t cudaMalloc(void** devPtr, size_t size)

HEREHRTF (global memory):
» devPtr: TFERIATSTELIZE A ERELE:
» size! HENFEHKRN, FTARA
» cudaError_t: MR AMINIEO cudaSuccess, & NiR [o]#8 57
$EIRAD.
e cudaError_t cudaFree(void* devPtr)
BHEEntinigERNE:
» devPtr: Xfhz _EIASERNTF R E A+ R)IEE N R
» cudaError_t: MR BAMINEO cudaSuccess, & NiR [o]#8 57
$EIRAD.
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® cudaError_t cudaMemcpy(void¥ dst, const void* src, size_t

count, cudaMemcpyKind kind)

» dst: R E R PRERIL
» sre: BHRIRAFHLE
» count: fEHIEIEA/AN, ULFWAHBAL
» cudaMemcpyKind: #IEE#MIAIN. B!
* Host — Host: cudaMemecpyHostToHoest;
* Host — Device: cudaMemcpyHostTeDevice;
* Device — Host: cudaMemcpyDeviceToHost;

* Device — Device: cudaMemcpyDeviceToDevice;

» cudaError_t: MMREHAMINIE[E cudaSuccess, & MR [o]4#8 K2
fe1%AD.
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Block 0 k 1 Block N-1
Gl [ dlzsztlszI 0 ’1 2 || 254255 | 2 Ilzsdzss
i = blockldx.x * blockDim.x + i = blockldx.x * blockDim.x + i = blockldx.x * blockDim.x +
threadldx.x; threadldx.x; nes threadldx.x;
Cli] = Ali] + B(i] Cli] = Ali] + B[i]; Cli] = Ali] + B(il;

TINS5 SO50 5% 59985

o Grid H1fy block $ZB—#ANAR, 54 block HiY thread th 217
—HEAAER
o AINEHEEMES, LIBHRSHHRAI IR BTN

FIT5HHTERERM IV CUDA 2023k 64/ 147



HIE . device ighY kernel XFQ e,

// Compute vector sum C = 4 + B

/7 Each thread performs one pair-wise addition

__global__

void vec_add_kernel(float#* d_A, float* d_B, float* d_C, int n){
int i = blockDim.x #* blockIdx.x + threadldx.x;
if (i < n) d_C[i] = d_A[i] + d4_B[il;

}

~N O BN

B A4t if (4 < n) HEF?
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CUDA C x@g= HATHLE AATE
__device__ type DeviceFunc() device device
__global__ void KernelFunc() devica host
__host__ type HostFunc() host host

o BUAFZELE host, FRA—f __host__ &EE;
o __global_ _ FEM T kernel, HERIRE[E] void:

@ __host__ F1 __device WM —igER, HFiFEESFLER CPU 0
GPU BRRA.
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1 | __host_ _

2 | void vec_add(float* h_A, float* h_B, float* h_C, int n) {

3 .

4 A7 8_4, & B, d.C allocations and copies omitted

5 /7 Bun ceil(n/256.0) blocks of 256 threads each

6 din3 grid_dim(ceil(n/256.0),1,1);

7 dim3 block_dim(256,1,1);

8 vec_add_kernel<<<grid_dim, block_dim>>>(d_A, d_B, d_C, n);
9

10 | ¥

o iFE: &b __host__ XEFFLIERE
o BHE: HHLEMK ceil(n/256.0)7
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o {Bi% kernel FRMFES,: __global__ void Func(float* input)
° FBALTE host LR ERTRIHITELE:
Func<<<grid_dim, blk_dim, shared_size, stream_id>>>(input)
» grid_dim: BEAUEY dim3 A EN grid X/, BEERE
2% T grid_dim.x X grid_dim.y x grid_dim.z;
» blk_dim: ZERIE din3 28, ENE block K/, BERFE
HEBZET blk_din.x X blk_dim.y x blk_dim.z;
» shared _size: F[IEZHE, BRIAA 0, size t HKB WHEIE
ERIZREPE AL shared memory Koy (ERTRRE):
» stream_id: F[ESE, BIAR 0, cudaStream t HE, EM
BUITRERRY stream (TR 720K ).
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o BIEEFNEHEE CUDA event:

cudaEvent _t start, stop;
cudaEventCreate (&start) ;

cudaEventCreate (Estop) ;

cudaEventDestroy(start);

G U1 B W N =

cudaEventDestroy(stop) ;

o FI| A CUDA event %t kernel 3t:

cudaEventRecord(start, 0);
cudaEventRecord(stop, 0);

1
2
3
4 cudaEventSynchronize(stop) ;
5 float elapsedTime;

6

cudaEventElapsedTime(kelapsedTime, start, stop);
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host i e85

1 | void vec_add(float #h_A, float #h_B, float *h_C, int n) {
2 int size = n * sizeof (float);

3 float *d_A, *d_B, #*d_C;

4 cudaEvent_t start, stop;

5 float elapsed_time = 0.0;

6 cudaEventCreate (&start) ;

7 cudaEventCreate(&stop) ;

8

9 /71, dllocate device memory and transfar data to device
10 cudaMalloc((void #*) kd_A, size);
11 cudaMalloc({void #*) &kd_B, size);
12 cudaMalloc({void #*) &d_C, size);
13 cudaMencpy(d_A, h_4A, size, cudaMemcpyHostToDevice);
14 cudaMemcpy(d_B, h_B, size, cudaMemcpyHostToDevice);
15
16 /7 2. Configure execution and laounch kernel
17 dim3 grid_dim{ceil(n/256.0), 1, 1);
18 dim3 block_dim(256, 1, 1);
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19
20
21
22
23
24
25
26
27
28

~N O BN

wHsE
cudaEventRecord(start, Q); M KR %

vec_add_kernel<<<grid dim, block dim>>>(d_A, d_B, d_C, n);
cudaEventRecord{stop, 0);

cudaEventSynchronize(stop) ;
cudaEventElapsedTime(kelapsed_time, start, stop);

/7 3. Transfer result back to host ond free device memory
cudaMemcpy(h_C, 4_C, size, cudaMemcpyDeviceToHost);
cudaFree(d_A); cudaFree(d_B); cudaFree(d_C);

device SR {CH5

// Compute vector sum C = 4 + B
/7 Each thread performs one pair-wise addition

void vec_add_kernel(float#* d_A, float* d_B, float* d_C, int n){

}

global __

int i = blockDim.x #* blockIdx.x + threadldx.x;
if (i <« n) 4_C[i] = d_A[i] + 4_BI[il;

2023 F
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o~ GO BEWw N

= e
N = O W

&R G @

int main(void) {

int N = 1024000;

/7 Memory allocattion for vectors 4, B and C
float *h_A = rand_vec(l);

float *h_A = rand_vec(ll);

float #*h_C = raw_vec(l);

vec_add¢h_4, h B, h_ C, N);

2023 F

T2/ 147



CUDA 12 FF4ei¥ 2 55 @

Integrated C programs with CUDA extensions

¥

NVCC Compiler

Host Code ‘ ‘ Device Code (PTX)

Host C preprocessor, Device just-in-time
compiler/ linker compiler

IHTS BN EERY V: CUDA
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— SHRNEE
o AR IBITEHR:

Vector length: 102400.

CPU: 0.00183 sec
grid dim: 400 ot 1
block dim: 256, 1, 1.
kernel time: 0.00009 sec.

GPU: 0.37654 sec

Al11 wvalues correct.

Vector length: 1024000.
CPU: 0.01484 sec
grid dim: 4000, 1, 1.
block dim: 266, 1, 1.
kernel time: 0.00011 sec.
GPU: 0.35207 sec
A1l wvalues correct.

o B 1. Aft4 GPU BREflELL CPU 18 7
o B 2 A LFEIEI 10 4%, {BE kernel I EAtEIEINAE ?
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* Calculations on a GPU always follow the same model.
* This is very constrained.
* GPUs run kernels that are designed to execute calculations in
the following way.
Input

EEEEEEEEEEEEEEEE e

I

Output

HFTE5HHBRITEEM IV: CUDA
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¢ Parallel kernels composed of many threads Thread t

]

* Threads are grouped into thread blocks Block b

—threads in block can sync and share memory %

—all threads execute same sequential program
—use parallel threads rather than sequential loops

* Blocks are grouped into grids
—threads and blocks have unique IDs
— threadldx: 1D, 2D, or 3D
— blockldx: 1D, 2D, or 3D
—simplifies addressing
when processing
multidimensional data

Block 0| | Block 1| |Block 2

HF1T 59T EEM IV: CUDA 2023 f 77 / 147



ZIEMIREL R k=) 2D

Block (2,0) |

Block (1, 1)

NBlock (2, 1)

Block (1,1)

IR G @

dim3 mygrid(3,2,1);
dim3 myblock(4,3,1);
mykernel<<<mygrid, myblock>>>;

o EEATH grid, HIE 3% 24
block, FrkL gridDim.x = 3,
gridDim.y = 2, gridDim.z =1

o §/ block th2_—%, a4
4 x 34 thread , Bl
blockDim.x = 4, blockDim.y =
3, blockDimz =1

o i¥E: FIIFSMN 0Tl 4%
BRFEA . y. =

HFITELHATEEM IV: CUDA 2023 # 78 /147
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CUDA HYARE A2 Ria AT LUR R EMHTIRFEITITE, —ARIRMESCIH
B, ZHAAXHERATRBEARTENNRE LHITERY K

(transparent scalability) .

Device

| [E=xem

Kernel grid

m Device

TR N
Biocc# ok
1 | = N O B

| =0 o= O

Each block can execute in any order relative to other blocks.
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o CUDA #2FF#&HR block-by-block BIFXBITIHE, —MEIZHRAAE
#— SM EHIT, 81 SM ATUREREITE M &IER (RERHG
TRRIF) -

o —fRIIZELERUBE TRARERRISTHERARY, CUDA EfT
Mg —MERRRIIR, 8L SM EH—IMERERHETRE,
R NEMHILIZR.

T2 tm
SN

e,
e,
e,
.

tot1t2... tm
NN
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o WHELE SM LRI IZIRIGIRIR warp HETHITIAE, M warp B
KNRZETEBENBERX, —#A 32 P&

Block 1 Warps. J_‘ Block 2 Warps J_l Block 3 Warps

012 . 131 tot12 ... 131 tot112... 131
e 335 SRS

Streaming Multiprocessor

[nstructioni ]
E K=
E K2
E K2
E K2

E: G warp P32 threadldx {Ei&ELE: 0 2| 31 BFE—4 warp, 32 & 63 B
FEZA warp, DUk BREIFREFT=ANEKERSEEI LA SM.

HIT55HITEEM IV: CUDA 2023k 81/ 147
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B A A AR 14 55 @

o B hRA AR TEAN:
L=7rx0214+¢gx07248x007

R34 N E F RS MR ER RGB =/ MBERE I T

Hir5amattEEd v CUDA



C/CH+ T EHiRTFE 24 5 @

2, M;‘,I M2,2 M2,3 MS,O M3.1 MS,Z M3,3

MU Ml M2 M3 M4 M5 Mb M7 MS M9 MlO Mll M12 M13 M14 M15

FAT 50 B IV CUDA 2023 Fk 84 / 147
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N =

O w0 ~ ;U W

10

12
13

#define CHANNELS 3
void cpu_pic2grey(unsigned char * Pout, unsigned char * Pin,
int width, int height) {
for (int i = 0; i < height; ++i) {
for (int j = 0; j < width; ++j) {
int grey_offset = i * width + j;
int rgb_offset = grey_offset * CHANNELS;
unsigned char r = Pin[rgb_offset + 0];
unsigned char g = Pin[rgb_offset + 1];
unsigned char b = Pin[rgb_offset + 2];
Pout [grey_offset] = 0.21f * r + 0.71f * g + 0.07f * b;

2023 F
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GPU -Q—:E%:IEL%E MXE%&'{* @

o IZEFEHR KN A 16 < 16, HMITELE:

WO W~ U W N

[
W N = O

/7 Allocate and copy dota

cudaMalloc({void #*)&d_out, size_out);

cudaMalloc((void #*)&d_in, size_in);

cudaMemcpy(d_in, h_in, size_in, cudaMemcpyHostToDevice);
/7 Process the input imege

dim2 grid_dim(ceil(m/16.0), ceil(n/16.0), 1);

dim2 block_dim(16, 16, 1};
gpu_pic2grey_kernel<<<grid dim,block dim>>>(d_out,d_in,m,n);
/7 Transfer back and free dete

cudaMemcpy(h_out, d_out, size_out, cudaMemcpyDeviceToHost);
cudaFree(d_out); cudaFree(d_in);

2023 F
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A 16 x 16 FZFZHRAIE 76 x 62 REME FHE S/&iRLE—
BE, ATRERERE, KEMEAH S0 <64, FH x FEASH 4 1
FOMNKRZ, y AL 2 MM RR, FEMAIMBT EHSR.

16x16 st FF i
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& i &)

PL 2D grid #A 2D block A, ZiELBLirTELAR:
@ x = threadIdx.x 4+ blockIdx.x X blockDim.x
@ y = threadIdx.y + blockIdx.y X blockDim.y

blockldx.x

[P,

threadldx.x
—_—
g

threadldx.y

[ blockDim.y + d

readldxy

[ blocktaxy]
blockldx.x}* blockDim.x + threadldx.x

blockldx.y

HFIT59HAITEREAM IV: CUDA 2023 #
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1 | #define CHANNELS 3

2 | __global__

3 | void gpu_pic2grey_kernel{unsigned char # Pout, unsigned char *
Pin, int width, int height) {

4 int Col = threadldx.x + blockIdx.x * blockDim.x;

5 int Row = threadldx.y + blockIdx.y * blockDim.y;

6 if (Col < width &% Row < height) {

7 int grey_offset = Row * width + Col;

8 int rgb_offset = grey_offset * CHANNELS;

9 unsigned char r = Pin[rgb_offset + 0];

10 unsigned char g = Pin[rgh_offset + 1];

11 unsigned char b = Pinl[rgh_offset + 2];

12 Pout [grey_offset] = 0.21f * r + 0.71f * g + 0.07f * b;

13 b

14 |}

2003 o0/ 147
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o HmE:

b

KRR

AP

@

load
load
load
load

module
module
module
module
make

gcc/6.5.0
cuda/9.0
ffmpeg/4.1
opencv/4.0.0

° 1&fT:

height: 716

CPU:

GPU:

grid dim:
block dim:
kernel time:
0.16426 sec

width: 1080

0.00731 sec

€68, 45, 1.
18, 16, 1.
0.00004 sec.
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CPU s &R e @)

fRig M, N $AFE vidth FKE, i2 P=MN, 0

W~ OO W N

= e
N = O O

width—1

By= 5, Mgy
k=0

host
void cpu_mat_mul(fleat* M, float* N, float# P, int width) {
for (int i = 0; i < width; i++) {
for (int j = 0; j < width; j++) {
float sum = 0.0;
for (int k = Q; k < width; k++) {
sum += M[i # width + k] * N[k * width + jl;
}
P[i # width + j] = sum;

2023 F
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GPU XBP% SeHIF1T R A%

o BNMEIITE P EF—ITE:

o LZIFHURIE
BLOCK_WIDTH x BLOCK_WIDTH
—HEARAR,

o Mt&izER
(width/BLOCK_WIDTH) x
(width/BLOCK_WIDTH)

—HARAER

IR i @

BLOCK_WIDTH = 2
Block(0,0) Block(0,1)

\ Thread(0,1) /

Thread(0,0) v,
\SPO,O Po1| Poz2| Pos

Thread(1,0) —J5
P P, P
Thread(1,1) o] Piz) Pis

P2o| Po,1] P22 P23

Pso| P31] Ps2| P33

7 N

Block(1,0) Block(1,1)

E: REFETER 4, LIEREH 2.
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BAREMTENTIIER AR
Row = blocklIdx.y * blockDim.y + threadldx.y;
Col = blockIdx.x * blockDim.x + threadldx.x;

[Mo,o[ Mo 1| Mo o Mo 5|

El: XEREBEAN 4. LRIZIREECN 2 MY, ZF2RR (0, 0) MIITHIEEE.

FITE55mA T EEM IV: CUDA 2023 ;& 95/ 147
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Row =>»

Col
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1| __global _ void gpu_mat_mul_kernel(float#* M, float* N, float* P
, int width) {

2

3 int Row = blockIdx.y * blockDim.y + threadIdx.y;

4 int Col = blockIdxz.x # blockDim.x + threadIdx.x;

5

6 float sum = 0;

7 for (int k = 0; k < width; k++) {

8 sum += M[Row * width + k] #* N[k # width + Col];

9 iy

10 P[Row * width + Col] = sum;

11

12 |

2023 F o7 /147
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~N 0w N

#define BLOCK_WIDTH 16

/7 Setup the execution configuration

dim3 grid_dim{width/BLOCK_WIDTH, width/BLOCK_WIDTH, 1);

dim3 block_dim(BLOCK_WIDTH, BLOCK_WIDTH, 1);

/7 Launch the device computation threads

gpu_mat_mul_kernsl<<<grid_dim, block_dim>>>{d_M, d_N, d_P,
width);

2023 F
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o MikEER:

Matrix width: 512.

CPU: 0.89709 sec
grid dim: a2, @2, 1.
block dim: 16, 16, 1.
kernel time: 0.00056 sec

GPU: 0.158642 sec

GPU all wvalues correct

Matrix width: 1024.

CPU: B8.21264 sec
grid dim: 64, 64, 1.
block din: 168 16; 1s
kernel time: 0.00500 sec

GPU: 0.16927 sec

GPU all wvalues correct

2023 F
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P100 4p3y MR e @

E-F Pascal GP100 224419 NVIDIA
Tesla P100 GPU BJ#RF (card) RE
& :
e KL (on-chip): SM. 7. &F
FRE
o F5h (off-chip): REMTFF
(device memory) %

FITESHXITEEM IV: CUDA 2023 F 101 / 147
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¢ Parallel kernels composed of many threads Thread t

]

* Threads are grouped into thread blocks Block b

—threads in block can sync and share memory %

—all threads execute same sequential program
—use parallel threads rather than sequential loops

* Blocks are grouped into grids
—threads and blocks have unique IDs
— threadldx: 1D, 2D, or 3D
— blockldx: 1D, 2D, or 3D
—simplifies addressing
when processing
multidimensional data

Block 0| | Block 1| |Block 2
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Per-block
Shared

Memory

Kernel 0

Sequential
Kernels

Per-device
Global

Memory

1755 HATEEM V: CUDA 2023 103 / 147



RETE: B, HFE. KR 2 MINE

° RIEMA:

» kernel (KIHENHNETE, BIAERTEEHAREBEE (private

variable), HFEERBEAEF (local memory) .
° FEHMLA:

» BERTFRES REHFSR (register) HR, FHEHKFHSA SM
NETREER&EELR, EREENEEER (P100: 4
256KB/SM. lcycle):

» MRGELANBTRNEATIRASTESR/ND, IMAFEH
B (register spilling), BN FMBRBHEREEFNRENE
(device memory) &1, B{&iFEHLF|ARR:

» BFIRERFEAE (P100: £ 16GB. 500cycle) iR T &F
% SEERmRE. BWRILiRESERER

2023 B 104 /147
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% 5 ‘% :Héglj‘]ﬁ‘ ?ﬁwmﬁ e )

o SRIEMA:

» kernel RAZFEMKTEH __device__ __shared _ XEZF
(E __device__ XEFEHE) NEEAHZ TR (shared
variable), FMEEEZEATF (shared memory) ., HE—EHR
NETB&IEHE

» AR kernel IE=TEITRESH AT EZERAZTAE
# byte £

° TEHMEA:

- B RIEHIIRATE (scratchpad memory), B4 SM R
HRERELR, EE"ERMTEEIER (PL00: 45 64KB/SM,
Seycle):

» ZEEEA CUDA GPU b =750 L1 750 5 K/ 3 64KB,
BATESREZELEE, A Maxwell g, BEHEIHL.
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éJ%/ l% % éﬁ/ Wﬁ mz%—m#

° Izl AR:
> kernel RAISMNENTHH __device_  XBFHNTEAXETRE,
HFiET 2 BA% (global memory) H1, FI#ATELIE A
> MEEERARIERE, JENNLE __constant__ X#EF
(LbBt __device__ XBFRHEE), RBAFHETR (constant
variable), FETEEATF (constant memory) B

o TEMMA:
» £ BRGFEIEERT (device memory) (P100: £ 16GB.
500cycle), FIRMEFREB SR
» SEAGEIRERENEN— MRS OHERET, E55
AT RAPRIEIEE (P100: ) 64KB. beycle).
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Device im{CAL:
° a1 FRE (= 1 cycle)
o HEEZMNE (=5 cycle)
° iFial&FHNTE (~ 500 cycle)
o flE|EEBTFME (BTFH ~5
cycle)
Host iimfAS:
° g%ﬁiuiﬁﬁéﬁmﬁl‘eﬂféﬁ
o HXHFMEEHEEEMHEFEHE
HiE

Grid

Block (0, 0) Block (0, 1)

HITE5HmAITEEAM IV: CUDA
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GPU _By4E T &R e @)

Rig M, N B AFE wvidth A, 18 P=MN, 0
width—1

Pyg= > MgjaNg
k=0

__global__ void
gpu_mat_mul_kernel(float* M, float# N, float* P, int width) {
int Row = blockIdx.y * blockDim.y + threadIdx.y;
int Col = blockIdxz.x # blockDim.x + threadIdx.x;
float sum = Q;
for (int k = 0; k < width; k++) {
sum += M[Row * width + k] #* N[k # width + Col];
T
P[Row * width + Col] = sum;

O WO 0~ GOl =N

[y
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Access order

threadgo |[Mo,o]* Noo | Mot *[N1.0)| Moz * Nao | Mos* Nag
threadg 4 {[Mo,o)* No,1 | Mo,1 " N4 | Moo "N ¢ | M3 ™ Ng 4
threads o | Mg *Noo | Myg Nyo)| Mi2* Nao | Mys* Nyg
thread 4 [ M40 *Noq | M1 " Nqq [ M15"Npq | My3* N4

Noo Mo,1

Nig M1a

Nag Mo

N3 M1

M1o My 4 Mo Myg

BE:

(1) IR KNH
BLOCK_WIDTH x BLOCK_WIDTH, it
AR & MER £ BN FSE 7
(2) anfaIsEER 7

FHF5 5% EEA IV: CUDA 2023 % 110 / 147



CUDA FFiEER—5% 35 @

Per-block
Shared

Memory

Kernel 0

Sequential
Kernels

Per-device
Global

1755 HATEEM V: CUDA 2023 # 111 / 147
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BRIRBEITHR (tiling), FRIMLZNE (shared memory) SIS F

O [F—STZHR ML TR I E g — FRUBE # = ltrch

@ FA—BIZRMMARIZE S FI ARZ RN BIRSIT I

O EHARITEE, BREAFTNITEEEENILENET, &
EHETFAMR

TEXE . HE4y Bk TILE WIDTH = BLOCK_WIDTH.
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HKE wE REEF HRARX AT 4 EH
Register ~ On-chip No R/W 1 thread Thread
Shared  On-chip No R/W All threads in block Block
Global  Off-chip Yes R/W All threads + host  Host allocation
Constant  Off-chip Yes R All threads + host  Host allocation

o Register I8 (7 kernel E&AR): int register_var;
o Shared TR (7 kernel BEAH):

__device _ _ shared__ int shared_wvar;
o Global T8 (7f kernel 4p=RH): __device _ int global_var;

o Constant I8 (1F kernel 4pE5HR):
__device__ __constant__ int const_var,;

Hrh Shared #1 Constant AR _ device  —fFT LS.
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o REL FIFFHITRIESR, R HIGFEIEHHITI o
o ITEAZIMEBMIT ESIMEITHEA. B— M EERALKIEL
R EEH B NZL 2] shared memory .

o Noo Mo,1
Nig| M1

E: BlF PR Block(0,0) WItHE, 2FWIHE, BRIHRERZBNH®
RETHER.

F1T545mA T EEM IV: CUDA 2023 FK 114 / 147
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| Phase 1 Phase 2
threadooff Moo |Noo | PValuego+= Mo, Nyo [ PValuego+=
! l Mdsg g*Ndsg o+ l Mdsg o*Ndsg o+
Mdsq g [Ndsg o | Mdso,1™NdS10 IMdsg o | Nds, off M9%0.1™NdS 1.0
threadg 4 Mo,s | No,1 PValueg ;+= Mg 3 Nyq [ PValueg+=
l ! Mdsoo"Ndsg 1 +§| J. Mds o*Ndsg ¢ +
Mdsy 1 |Nds; off MdSo,1"Nds 11 fmds 4 NdSOmrvldsm*r\msH
thread; off My |Nqg [J|PValueig+= [My, [N3o [ PValueig+=
Mds g"Ndso o +] | l Mds1 o"Ndso o -+
Mds; o [Nds; o Mds11™NdS1 0 IMds; o | Nds, | MdS1.1"Nds10
thready (f| Myq  [Nyq || PValue;;+=  IMy3  |Ngq [l PValues =
Mds; o"Ndsg ¢ +§| i Mds o*Ndsg ¢ +
Mds; 1 [Nds, (| Mds11™Nds11 fmds, 4 | Nas, | Mds; {*Nds 4
time

B Mds Rk M SBREMEZ A%, Nds FoR N SBHAEZ AT

B REXMWITEAN, WRSRA/NI TILE WIDTH, EEEEA
width, BARFEZDIHE ? HIEEBERZ IR ?

EHFH IV: CUDA 2023 § 115 /147



EERAITEETE

HEERETEE:

TILE_ WIDTH

£
a
=
w
F.
F

Row

TILE_WIDTHE

TILE_WIDTH TILE_WIDTH TILE_WIDTH

WIDTH WIDTH

FiTE5mAITEER IV: CUDA
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o CUDA {R_ syncthreads OFAIATIUMRIER— MR NI B 4
EEY.

Threa
Threa

V

Thread N-2 [

Thread N-1 |:>/'

o FEiEPERAEMEENHINA:
> BIREA tile FTHRMEHEME ] shared memory .
> FIREA tile TTERILZERM shared memory FEIE|2 BRIFES.

[0 T0000

HT5HIRITEER IV: CUDA 2003 F 117 / 147
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1| __global _ void

2 | gpu_mat_mul_kernel(float* M, float* N, float* P, int width){
3

4 __shared _ float Mds[TILE_WIDTH] [TILE_WIDTH];

5 __shared _ float Nds[TILE_WIDTH] [TILE_WIDTH];

6 int bx = blockIdxz.x; int by = blockIdx.y;

7 int tx = threadIdx.x; int ty = threadIdx.y;

8

9 /7 Identify the row and column of the P element to work on
10 // Each thread works on on element of P
11 int Row = by * TILE_WIDTH + ty;
12 int Col = bx * TILE WIDTH + tx;
13
14 float sum = 0;
15 int phase_num = width/TILE_WIDTH;
16
17 // Each thread loads 'Row'th row of M and 'Col’th column of N
18 for (int ph = 0; ph < phase_num; ph++) {
19

2023 B 118 / 147



20
21
22
23
24
25
26
27
28
29
30
31

1

e

/7 Collaborative loading date info shared memory
Mds[ty]l[tx] = M[Row * width + ph * TILE_WIDTH + tx];
Nds[tyl[tx] = N[{ph * TILE_WIDTH + ty)} * width + Col];

__syncthreads() ;
for (int k = 0; k < TILE_WIDTH; ++k) {
sum += Mds[ty][k] * Nds[k][tx];
T
__syncthreads() ;
¥
P[Row * width + Col] = sum;

sorme (B

2023 B
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o BRI R:

It

AP

TRk %

Matrix width: b12.

CPU: 0.84830 sec
grid dim: 32, 32, 1.
block dim: 16, 16, 1.
kernel time: 0.00020 sec

GPU: 0.14626 sec

GPU all wvalues correct

Matrixz width: 1024.

CPU: B8.15976 sec
grid dim: 64, 64, 1.
block dim: 16, 16, 1.
kernel time: 0.00156 sec

GPU: 0.17366 sec

GPU all wvalues correct

o BF: MHULFLE—TRERT S,

At

2023 B
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IFHER

o T3 A--ptxas-options=-v ZINFT HF HFRET

R omin @

gpu_mat_mul.o
ptxas info i 0 bytes gmem
ptxas info : Compiling entry function '
ptxas info : Function properties for
_Z18gpu_mat_mul_kernelPfS5_S_i

loads

_Z18gpu mat mul kernelPfS5 5 i' for 'sm L0

0 bytes stack frame, 0 bytes spill stores,

ptxas info : Used 32 registers, 348 bytes cmem[0]

$ nvce --ptxas-options=-v --gpu-architecture=sm_50 -std=c++11
-03 -Wno-deprecated-gpu-targets —-c¢ mat _mul.cu -o

0 bytes spill

o H—4 T HA cuda-memcheck i HERNTE, BIFEWBIKL.

MR, B #REE

2023 B

E5
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o AR A nvprof Ay KIERERIT

$ nvprof ./mat_mol 512
==69662== UVPROF is profiling process £9662, command: ./mat_mul 5i2
==69662== Profiling application: ./mat_muol 512
==£9662== Profiling result:
Type Time (%) Time Calls Avg Min Max Name
GPU activities: 43.84% 199 .43us 1 199.43u0s 199.43u0s 199.43us gpu_mat_mal_kernsl
38.32% 174.31ns 2 87.16bns  87.0iins 87.299us [CUDA memcpy HtoD]
17.83% 81.123us 1 81.123us 81.123us  81.123us [CUDA memcpy DtoHl
API calls: 98.77% 283.98ms 2 94.660ms  &.4140us  283.80ms  cudaMalloc
LB1% 1.4803ms 3 493.46ns  265.24ns  880.38us cudaMamcpy
.33% 9b6.08us 94 10.160ns 174ns 446.5bus cuDevicelet..
.13% 384 . &0us 128.20ns 16.027as  201.88us cudaFrses
.13% 382.1bus 262 1bus  262.15us  262.15us cuDevicea..
L0074 202.13us 202.13us  202.13us  202.13us cudaBEvent..
.02¥ 70.71%us 70.719us  70.719us  70.719us cubevice..
.02% 46.598us 48.598%us  486.598us  48.598us  cudalannch

[l = = = =)
e ]

o j#—F, TXHF nvpp ETHRFHITIHEREDHT.

2023 B 123 / 147



2 BRENEHiEE MNEm@

o MRE—NEKBIRHBZNEIERMFEOLBANEMNHESBMLE, EH
L&Ak &5 (coalesced access) HLEIIRE THAE;

o HTSHAHNE, BEMEMBRENF (memory alignment),
i FRB—~ cache line 1 (P100: L1 cache line=128Byte).

(A) (B)

BE: R o4 HHIR, EEM N HHERESHFED?

Thread 1
Thread 2

HITESHAITERAM IV: CUDA 2023 Fk 124 / 147
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Access direction in
Kernel code

Load iteration 1
To T1 To T3

Load iteration 0
To T1 Ty T3

HIT55 A TEERM IV: CUDA 2023 Bk 125 / 147
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Access M

direction Nig NjyN o N
in Kernel
code

Npo Noq Npo Np3

N3o N3 1 N3z N33

Load iteration 0 || Load iteration 1
Tog Tq To T3||Tg Tq T2 T3

b 'y S

N

L RB PN EY N1 o N1g Ng2 Nig Nog Nog Nao Na3 N3 N3q N3p N33

HIT55HATERAM V. CUDA 2023 B 126 / 147
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TEFERETE b HAIR, HIBSRIIATERE M L BRAFEIIHE
(AI5% K EBEIE) .

Original
access
pattern
Copy into
scratchpad
memory
Tiled ?
a:f;:: Perform
d multiplication
with scratchpad
values

FITE55HRITEEM IV: CUDA
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o HEPEHSH 32 M HERE (—M Lword—32bit) ELMIELEAY
MIFRA, Fh bank, XEHER L R E— B s EB# 5
o I FEiHhiE S bank RIXFFIK R HEHEHEFRER 32word BXEE, SEE

0-31, FMFARRY bank, 4B HTZERLF round-robin.

Threads

YYY yYYy v

WL

Shared Memory Banks

2023 Fh 128 /147



Bank Conflict IR e @

o FERE—HIZI, WMRE— warp HHY 32 MEIRIFEIARRERY bank, N
REEiIX B RIEMRE, FUSHI bank conflict;

o HIN bank conflict B}, RESEIFERNRAZH conflict-free 1521(E;

o G5, BZARELIZFORE—Mit, RHES AT #HESR conflict.

PHHHHHHH R HH T 32 threads

 Registerfile Address Crossbar
Write Data Crossbar
H“H H 32 banks

Read Data Crossbar

HITEHHAITEEM IV: CUDA



658 Bank Conflict
o — BT AR ISFES . REMMTEFEESR bank conflict.

IR G @

Threads:

Threads:

Banks:

N

LTI

H

X

FkpH N

Threads:

©eNe B EBN O

3

HIT5 5 HEERM IV: CUDA
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AR DI

& s @)

o Il LRIBPURHIRIREIZRR (—MH 32 MEkiE) AT SM EiF
B, B—%EHPAALKERA SIMD (EFR SIMT) ARHIT.

o IR I (warp divergence): HE—ZKIFEPLREPITARERF
BRIERT, SMERITHIT, SHREFMETE.

if (...) {
// Path A
} else {
// Path B

RRRRRRY!
UL
P
b
ERRRRRY!

TSN TR E R IV: CUDA 2023 § 131 /147
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B, EEBMETHAFREE:
if (i < n)d_clil = d_A[i] + d_B[il;
o EEKEN 1008, B4 warp, HPH 14 warp FAESIE,
i 25%.
o EEKEN 1000 B, B4k 32 4 warp, HFH 1 A warp 45
B, 5 3%.
ATREY, MFafkE, —kizBENEEm, SEHNmsEER.
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o HFEH: tbin, 7ERFDif (threadldx.x > 2)... A, 2320, 1,
2 FEEFE 331 BT EEAR, BEIZREBUGIEEX/NMEANM
B, BEshif (threadIdx.x / WARP_SIZE < 2)...;

o MAWKWE: GlmEBIEDIf (i < ndd_clil = d_ALi] + d4_B[il;,
WMRAEAKX, TAEEERABE kernel, — MBI ANTE,
—/MAMEIA RIS

o RIFINE: —LHITEEZ M reduction &, BERMEEE, 250%
BEEAZANT, WRUBSRITHOFITE LR D EIEED .

2023 B 133 / 147



KRRk M@

o LFIFETE (warp shuffle): AR ZIEHEETZERE—4 warp X

EEEFHFRTRIE
o FIEFLLHZAFR, MRMMESL AFIMIFHEE.
o —RAFEEEHITIL. TIRFREMIRE

warpid 0 1 2 3 4 5 6 7
[2]afafafaf2]a]a]

v+=__shfl down (v, 4)

2l2]2]2] | [ [ |
// v+=__shfl down(v,2)
[l

/ v+=__shfl down(v,1)

H4T 5 AR T EEA V. CUDA 2003 Bk

134 / 147
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o JAFRIE (atomic operations): HHALE—TEIZEFMENENT2
BLER, TEMHENNE, FRILERWERE FLHNEFRE
5.

atomicAdd, atomicSub, atomicMin, atomicMax,

atomicIne, atomicDec, atomicEzch, atomicCAS,

atomicAnd, atomicOr, atomicXor

o HFEFEIRE (warp aggregation): ZMRIRIRFRMEI BN+ HE
REtHeE, SEETHEZEEATEENZENSIEE, REEE
BNHIEGRERTHANE 2 BiTHHD

o CUDA9.0 A EH) NVCC i8R BB 7 A Fi AR FHREBAT
LRIZFRIES.
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o WhE44H (cooperative groups): CUDAS.0 KLk, THEARIERIL
BAGHAN, AMAMERRREL (FbnEgizn) #1T4I2E
i E.

tiled_partition

tiled_partition

I I I I -
et
! sync

TSR V) CUDA
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o [a] B H7F (vectorized memory access): It iAFZRATEE, 7
RIEBEXFFRIARET . BI{ERGIM float2 o) RWAIEHES
Bl HEE reinterpret_cast ITFEHFITIESEH. AT LIA BN
FaEHinENmEN.. MAMmEFHEEE.

Copy Bandwidth (K20X, ECC On)
200
180 :
160 7 —
140
120 Vs
§io /4
30 ///, ——ccalar
60 / vector2
g g vectord
20 =
0 e - —————————
o > o b o
r?c‘c & ¢ g '9@ & 'S’ﬂ > '\“:? e '\"\b & %‘“@ A o° 6’0’
N AV @ Y @ Y O A S
R S U L
T QT o
Array Size (bytes)
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NVIDIA GPU B+ RES (compute capability) ho's Wegit A ()

o ITHAEA R Tk CUDA i 25 B ST iy AT Sk iy ThREFNH 4
o WHEAEA 1.7 X7, WNMEFHHATRATMEAS
o WWHEE AR IRA < BIERIRE, HERTR 1% & 59 THREMRE K

Kepler Maxwell Pascal Volta
€C3.5 €C 5.0 cC 6.0 cc7.o
192 cores / SMX 128 cores / SMM 64 cores / SMM 64 cores / SMM
https://developer.nvidia.com/cuda-gpus e

2003 0 138 F 147
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o AEITHEEN. FRIFMEMIZEMM T EXHETKE.

GPU Computing Applications

Libraries and Middleware

CUDNN CuFFT, cuBLAS, CULA MAGMA Thrust VSIPL, SVM, | PhysX, OptiX, MATLAB
TensorRT CURAND, cuSPARSE NPP OpenCurrent iRay Mathematica
Programming Languages

Java, Python,
Wrappers

~ Directives
(e.g., OpenACC)

Fortran

DirectCompute

Turing Architecture
(Compute capabilities 7.x)

Volta Architecture
(Compute capabilities 7.x)

Pascal Architecture
(Compute capabilities 6.x)

Maxwell Architecture
(Compute capabilities 5.x)

Kepler Architecture
(Compute capabilities 3.x)
CONSUMER DESKTOP, PROFESSIONAL

EMBEDDED LAPTOP WORKSTATION

DATA CENTER




&R e @
o CUDA {RfitT deviceQuery #HIEF ATFRE R ERITHEEE

$ ./deviceQuery
./deviceQuery Starting...

CUDA Device Query (Runtime API) version (CUDART static linking)
Detected 1 CUDA Capable device(s)

Device ©: "Quadro GV100"
CUDA Driver Version / Runtime Version 10.1 / 10.1
CUDA Capability Major/Minor version number: 7.0
Total amount of global memory: 32508 MBytes (34087305216 bytes)
(80) Multiprocessors, ( 64) CUDA Cores/MP: 5120 CUDA Cores
GPU Max Clock rate: 1627 MHz (1.63 GHz)
Memory Clock rate: 850 Mhz
Memory Bus Width: 4096-bit
L2 Cache Size: 6291456 bytes
Maximum Texture Dimension Size (x,y,z) 1D=(131072), 2D=(131072, 65536), 3D=(16384, 16384, 16384)
Maximum Layered 1D Texture Size, (num) layers 1D=(32768), 2048 layers
Maximum Layered 2D Texture Size, (num) layers 2D=(32768, 32768), 2048 layers
Total amount of constant memory: 65536 bytes
Total amount of shared memory per block: 49152 bytes
Total number of registers available per block: 65536
Warp size: 32
Maximum number of threads per multiprocessor: 2048
Maximum number of threads per block: 1024
Max dimension size of a thread block (x,y,z): (1024, 1024, 64)
Max dimension size of a grid size (x,y,z): (2147483647, 65535, 65535)
Maximum memory pitch: 2147483647 bytes
Texture alignment: 512 bytes
Concurrent copy and kernel execution: Yes with 4 copy engine(s)




Feature Support Compute Capability HEE
3537 KRR
(Unlisted features are supported for all compute capabilities) 3.0 ‘ 3.2 ‘ 5' 0' 5 2’ ‘ 5.3 ‘ |
Atomic functions operating on 32-bit integer values in global memory Ye:
(Atomic Functions) s
atomicExch() operating on 32-bit floating point values in global memory Yes
(atomicExch())
Atomic functions operating on 32-bit integer values in shared memory Ye:
(Atomic Functions) s
atomicExch() operating on 32-bit floating point values in shared memory Yes
(atomicExch())
Atomic functions operating on 64-bit integer values in global memory Ye:
(Atomic Functions) *
Atomic functions operating on 64-bit integer values in shared memory Yes
(Atomic Functions)
Atomic addition operating on 32-bit floating point values in global and Yes
shared memory (atomicAdd())
Atomic addition operating on 64-bit floating point values in global memory No Yes
and shared memory (atomicAdd())
Warp vote and ballot functions (Warp Vote Functions)
__tl e_system() (Memory Fence Functions)
__syncthreads_count(),
__syncthreads_and(),
Yes
__syncthreads_or() (Synchronization Functions)
Surface functions (Surface Functions)
3D grid of thread blocks
Unified Memory Programming
Funnel shift (see reference manual) No Yes
Dynamic Parallelism No Yes
Half-precision floating-point operations: addition, subtraction, No Yes
multiplication, comparison, warp shuffle functions, conversion
Tensor Core No Yes




Compute Capability m Ehee €
Technical Specifications 30 | 32 | 35 | 37 | 50 | 52 | 53 | 60 | 64 ] KETRHF

Maximum number of resident grids per device
(Concurrent Kernel Execution)

16 4 32 16 128 32

Maximum dimensionality of grid of thread
blocks

‘Maximum x-dimension of a grid of thread blocks 2314

Maximum y- or z-dimension of a grid of thread

blocks 65535

Maximum dimensionality of thread block 3

Maximum x- or y-dimension of a block 1024

Maximum z-dimension of a block 64

Maximum number of threads per block 1024

Warp size 32

‘Maximum number of resident blocks per
multiprocessor

‘Maximum number of resident warps per
multiprocessor

Maximum number of resident threads per

multiprocessor 2048 1024

Number of 32-bit registers per multiprocessor 64K ‘ 128 K ‘ 64K

r;xcirum number of 32-bit registers per thread 64K 2K \ 64K ‘ 2K ’ 64K ‘ 2K | 64K

Maximum number of 32-bit registers per thread 63 255

‘Maximum amount of shared memory per

multiprocessor 48 KB ‘ 112 KB ‘ 64 KB ‘ 96 KB ‘ 64 KB ‘ 96 KB ‘ 64KB | 96KB | 64 KB

Maximum amount of shared memory per thread

block 27 48 k8 96 KB | 64 KB

Number of shared memory banks 32

Amount of local memory per thread 512 KB

Constant memory size 64 KB

Cache working set per multiprocessor for

constant memory Ble ’ all ’ LI




AEITELEHE GPU FiximeamYy MG E

GPU Kepler GK110 Maxwell GM200  Pascal GP100
Compute Capability 3.5 5.2 6.0
Threads / Warp 32 37 32
Max Warps / Multiprocessor 64 64 64
Max Threads / Multiprocessor 2048 2048 2048
Max Thread Blocks / Multiprocessor 16 32 32
Max 32-bit Registers / SM 65536 65536 65536
Max Registers / Block 65536 32768 65536
Max Registers / Thread 255 255 255
Max Thread Block Size 1024 1024 1024
Shared Memory Size / SM 16 KB/32 KB/48 KB 96 KB 64 KB
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o FHXE (occupancy): §~ SM FiEREIEMBSRALIZHREN
Ph{E, MEHE 100% —fRHET.
o Afr G BREEFMT kernel MIEUHHRERE, TREHARE:
> &1 SM FHEHRNEER:
> B SM AERENERE:
» & SM RIFREKEERE:
» B SM ATHIEREER:
» BIMRERAITHRXLEL

o FARRSRAEHMITERNETHEX.

2023 B 144 f 147



AP

ﬂ-t/|\ '@IJ ? SRR %

P100 51 SM HHEHREE A 256KB. HERFRE A 64KB. BRER
LRTZFEY 64 (B 2048 £:72), BRAERLEIERY 32

BlF 1 HiE=aRH

EETREER 2 MREETFS, WiEREIEN 256KB+(4B<32)
= 2048, HEEAN L EETHEER M TEEETES SHEN
P45 0.5.

Bl 20 H=REFRG
HEMRIETIHER 32Byte HERE, NiFRLIRH 64KB/32B=2048,
GHEEA L BEEMERETHER 4B HENE, SHERNFEREA 0.5.

Bl 31 ZeFFERK /R EI
HEMEERE 32 MRE, SERNUAZET 32x32+2048 = 0.5.
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CUDA s EHITETA % 5m@

Fle Home set Dmw Pagelayos Fomuas Data  Review View Hep Team O Search & share || & Comments
MyThread... £ | 320 v
A . c ° el r | o [ u . L Lk | v | w | w|e e |4l
+ CUDA Occupancy Calculator
z for
" The oter
. mermory shocstion.
ey ——— Impactof Varying Shared Memory Usage Per Block
o “
- F oL
p ] v
o § ‘vime
(Dor't it anything below this ine) © 5t
i1 5 3. | i
™ : = H = — :
. . !
® i
s 4 o
: ¢
£ BT 1024 sty o
Theads P Block e g, o
\mpact of Varying Register Count Per Thread
> “
28| _w a
}=
=
22
— e
PerBlock _Limt Per SM _Blocks Per SM. et
10 el g .
i
.
Calculator | Help | GPUData | Copyright & License ® [ 0
C@Display Settings | m - ¥ Pty
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o RIE kernel F{HHRA I

1 | CUresult cuOccupancyMaxPotentialBlockSize(

2 int#* minGridSize, int#* blockSize, CUfunction func,
3 CUoccupancyB2DSize block3izeToDynamicSMemSize,
4

size_t dynamic3MemSize, int block3izelimit )

o iR [m] kernel SLfRIEfTHREY:

1 | CUrsesult cuOccupancyMaxActiveBlocksPerMultiprocessor(

2 int#* numBlocks, CUfunction func,

3 int blockSize, size_t dynamic3MemSize )
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